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1 Problem statement

This project seeks to investigate the mechanisms underlying object category
generalization/classification under partial occlusion. A good example of this
problem statement is the question “How are we able to recognize the objects
depicted in Picasso’s Weeping Woman and Munch’s The Scream (Figure 1)
as faces even if the images are completely novel to us, especially if they look
nothing like actual human faces?” I hypothesized that the usage of visual ab-
straction allows people to match very general/minimalist visual templates to
novel images in order to allow a large amount of breadth in recognition. A
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Figure 1: A, Picasso’s Weeping Woman, B, Munch’s The Scream. Note that
these two images do not contain any elements that closely resemble an actual
human face in any way but are still recognizable as containing faces. This
demonstrates the breadth of the ”face” object class and the way in which humans
are able to generalize this notion of what it means to be a ”face.”

visual abstraction is defined, for the purposes of this study, as consisting of
isolated textures and visual features (e.g. for a face this would be something
like the nose, the eyes, the facial outline, etc.) of an element of the represented
object class. These images isolate certain features of the object class in order
to allow for the underemphasis of other features such that, hypothetically, this
feature isolation would be enough to allow for the identification of the image.
Color, scale and lighting are also factors to take into consideration but are omit-
ted for the purposes of simplifying this study. The general/minimalist nature of
these templates should allow people to generalize over objects that are partially
occluded, thereby recognizing them. (Figure 2)

2 Methods

2.1 Human Experiment

The human experiment was meant to test participants’ abilities to recognize
instances of novel object categories. Participants were initially shown an image
of an object that was meant to be representative of a certain object class. The
object class’s name was created so as to now allow the participants to associate
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Figure 2: An illustration of the notion of isolating features in a visual abstrac-
tion. The facial outline is isolated in this image, which is still recognizable as a
face nonetheless.

it with any potentially known object class. The object classes used were ”tufa”
and ”cirva.”

The tufa tasks required a participant to view an image (Figure 1) and sub-
sequently answer a series of questions asking the participant which objects (if
any), from an array of 4 images, were tufas. All images in this part of the study
were adapted from previous work done on one-shot learning.1 Some forms in-
cluded an option for ”none” and others did not, in an effort to see if eliminating
the ”none” option would force participants to loosen their requirements for what
could be a tufa.

Figure 3: The representative image of a tufa.

Some forms tested participants on partially occluded objects (note that the
training tufa image was the same in all tufa forms). These objects were either
occluded with a starburst or with horizontal bars. Some of the forms contained
occluding objects that were demarcated by a contrasting outline, thereby mak-
ing it apparent that an object was being occluded. Other forms did not have
outlines on their objects, thereby making it harder to determine whether or not
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a continuous object was being occluded.

A B

C D

Figure 4: The same image, representative of a tufa, occluded 4 different ways.
A, burst occluder with a visible outline. B, burst occluder without a visible
outline. C, bar occluder with a visible outline. D, bar occluder without a
visible outline.

Each participant was also asked to perform an abstraction experiment in which
they were given various abstractions of an object class, a cirva. Participants
were provided with a series of visual abstractions that were meant to represent
a cirva (Figure 5) and were again asked which images out of arrays of 4 were
cirvas. Some forms had the option to select ”none” and some did not.

Participants between the age of 17 and 30 (n = 21) were asked to complete
two forms that served as the cognitive science experiment each. Each partic-
ipant was assigned an ”abstraction” experiment as well as a ”no abstraction”
experiment.

2.2 Machine Learning Experiment

The machine learning experiment was meant to test a generic pretrained con-
volutional net on its ability to recognize faces. The project focused on faces
due to their distinctive nature and the amount of variation people are capa-
ble of tolerating when recognizing faces (Figure 1). The faces used were based
on the CUFS database2 – there was very little variation between images (all
images were frontal drawings of faces–there was very little variation in scale,
color/lighting, etc.), making it the ideal dataset to manipulate.

There were 6 datasets in total created out of the CUFS faces, each contain-
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Figure 5: A-G, the abstract images used to represent a cirva. H, a representative
image of a cirva constructed from the abstractions.

ing two labels–”face” and ”not face.” (Figure 6) Each partial occlusion dataset
had 102 images and the unoccluded dataset had 1311 images. The datasets
were to be partitioned into train/test pairs as such: the net would be trained on
an occluded dataset and tested on the unoccluded set for each of the occluded
datasets. It would also be trained on the unoccluded dataset and tested on the
occluded dataset. Only ”face” images were occluded.

The dataset images were occluded as follows:
1. All parts of the face except the hairline were obscured by static.
2. The hairline was obscured with static.
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3. The face was occluded by 3 white horizontal bars.
4. The face was occluded by a white star that obscured most of the facial fea-
tures.

A B

C D

E

Figure 6: The datasets created. A, An unoccluded image. B, An image with
only the hairline left unoccluded. C, An image with only the hairline occluded.
D, An image with horizontal stripes as occluders. E, An image with a star
occluding the facial features. F, an example of a ”not face” image.

The rationale for these types of occlusion was as follows:
1. Neural networks have previously achieved 85.22% accuracy when classifying
faces by only being presented images of CUFS hairlines. 3 There has been no
investigation of hairline-based face recognition that uses some sort of image to
occlude all parts of the image that are not the hairline. Static was chosen to
make this occluding image noisy and therefore potentially confounding to the
classifier.
2. The hairline was occluded with the same sort of static in order to determine
its importance in classification.
3. ”3 horizontal bars” is the same sort of occlusion employed when occluding
the human participant images. This was used to maintain some sort of con-
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tinuity between the human participant and machine learning images. 4. The
star occluded most of the facial features save the lips. It was used in order to
determine just how useful facial features were to recognition.

The network used was the BVLC’s reference CaffeNet (bvlc reference caffenet),
a variant of AlexNet pre-trained on the ImageNet 2012 competition data.4 This
is a standard working convolutional architecture and was therefore ideal for the
given task–the point was not to create a novel architecture but rather to test
the way in which a standard convolutional architecture classified faces. The
network was slightly modified for this binary classification task.

3 Results

3.1 Cognitive science portion

Participants in the abstraction portion of the experiment showed a good amount
of variation among drawings they made as well as among drawings other partic-
ipants (with whom they did not discuss the experiment) created. Drawings by
one participant sometimes looked analogous to drawings by another participant.
This was not a result of communication between the two, however. (Figure 7)

There were a few metrics used to measure performance in this experiment–
creativity, confidence and correctness. Creativity was defined as the number of
answers chosen per question on average (the greater the number, the greater
the creativity). Since the participants were given minimal information prior to
being asked to classify objects, whether or not the classification was seen as
”correct” was irrelevant. Greater creativity indicated a broader conception of
the object class.

Confidence was measured on a self-reported scale ranging from ”very confident”
to ”not at all confident” corresponding to a scale from 0-1 with 5 partitions.
(Figure 8) Confidence was measured by taking the estimated average of confi-
dence responses for each questions for a given participant.

Correctness was measured in two ways. For the one-shot experiment, this was
by comparing the participants’ classification to the classes defined in the Tor-
ralba experiment.1 For the abstraction portion, a ”correct” choice was defined
as an image that featured ≥ 75% of the abstracted training features and con-
tained no clearly extraneous features (e.g. angular qualities, human anatomical
features aside from eyes, etc.).

Overall, participants had higher amounts of creativity and confidence in the
abstraction experiment compared to the one-shot experiment, especially with
regards to classification under partial occlusion. The type of occlusion did not
make a notable difference in the results. The lack of a ”none” button led to
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Figure 7: A, B: Two drawings by the same participant. Note that they differ
very little from each other. This was the only participant who approached this
task in this way. C, D: Novel drawings by the same participant. Note that they
differ from A and B significantly. E: A drawing by a different participant than D
whose drawing looks very analogous to D. This is not a result of communication
between the two participants. F: A novel drawing by a different participant than
E. Caption says ”I was totally thinking giant eye-magnet with tuning forks when
I was drawing this.”
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Figure 8: The confidence scale used to assess participants’ comfort with each
question/the breadth of object class definition needed to answer the question.

greater creativity and decreased confidence in addition to an increase in answers
based on intuition. Participants showed a noticeable decrease in creativity when
shown occluded images in the one-shot experiment in comparison to those shown
unoccluded images of the same type. This result was not replicated in the ab-
straction experiment.

Participants in the one-shot experiment tended to choose answers that either
almost exactly resembled or very closely resembled the training image. These
were designated as correct answers but were deemed the ”most obvious” choice.
In the abstraction experiment, participants tended to choose 2-3 images (out of
4 possible choices) for each question. These images tended to be classified as ”all
the images that had been designated as correct + more.” Therefore, in addition
to greater creativity and confidence, participants in the abstraction experiment
tended to also produce more correct answers on average. It is worth reiterating
that each participant was asked to perform both a one-shot learning task and
an abstraction task.

Lastly, classification in the one-shot experiment tended to be based on shape in-
formation, i.e. ”the tufa has a round head, a thin, long neck and a flat bottom.”
Classification in the abstraction experiment tended to be more feature-based,
with participants looking for the abstracted features upon which they had been
trained in order to make decisions.

3.2 Machine learning portion

By virtue of getting coffee spilled over my laptop (not as I was working with
caffe, though) and having to buy a new laptop, my progress on the machine
learning portion was very delayed. Caffe produces NaN losses when training
the network on unoccluded faces, so nothing has worked out yet in this regard.

4 Discussion

It is worth mentioning that the NaN Caffe errors are likely due to the dataset
being too small. This can be fixed in later iterations.
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The cognitive science results suggest an interesting conclusion about the na-
ture of object classification. Note that, when presented with one example of an
object belonging to a novel object class, participants tended to classify objects
that very closely resembled the training image as an instance of the same object
class as it and generally did not consider other options. When presented with
abstractions of a generic member of an object class, however, participants were
able to think in much more general terms and classify a much wider variety of
objects as belonging to the novel object class.

This suggests that object recognition is a two-step template matching process.
Initially, people are presented with 1-2 examples of an object class, similar to the
one-shot learning experiment. They then use those objects as visual templates
on which they base their object classification decisions. As they gain more fa-
miliarity with the object class, however (and are hopefully presented with more
examples of objects belonging to the class), they are able to develop a suite of
visual abstractions representing a generic member of the object class, which then
allows them to classify members of the object class with much greater generality
in addition to allowing their recognition abilities to be relatively invariant under
partial occlusion.

5 Future work

5.1 Cognitive science

The sample size (n = 21) is too small. Work should be repeated with many
more participants. Different types of occlusion could be employed, perhaps
even within the same form.

Correctness could be quantified by the Hausdorff distance. Overall, results
need to be quantified, not assessed through qualitative means.

5.2 Machine learning

The experiment detailed above needs to work before any further action can be
taken. It would be useful to also occlude the ”not face” images in the same way
as the ”face” images. The dataset sizes need to be much larger.
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